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Semantics and Intelligence: Creating an 
Effective Public Turing test 

By Christopher Ivey, founder of ShareThink Ltd. 

 

Abstract 

This paper was written in response to a study published last August by Messrs. Shardul Vikram, Shinan Fan, 

and Guofei Gu of the Computer Science Engineering department at Texas A&M University called SEMAGE: A 

New Image-based Two-Factor CAPTCHA.  The paper described a new approach to creating a Turing test based 

on semantic associations. 

In a completely independent project, my company had developed a similar two-factor Turing test that 

leverages semantic relationships between objects. 

In this paper we examine the thinking that lead to the design of a semantic Turing test and the evolution of a 

commercial product.  We also contrast this product with the SEMAGE study and examine how a Turing test 

can be extended from using only first-order definitive relationships to embrace some of the more complex 

functional, contextual, and emotive relationships that humans intuit between objects. 

We also examine some of the quantitative and anecdotal data drawn from our observation of actual product 

performance and compare that to the results of the SEMAGE study. 

  

http://faculty.cse.tamu.edu/guofei/paper/Vikram_ACSAC11_SEMAGE.pdf
http://faculty.cse.tamu.edu/guofei/paper/Vikram_ACSAC11_SEMAGE.pdf
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Introduction 

About a month ago, I was dumfounded to discover a paper published last August by Messrs. Shardul Vikram, 

Shinan Fan, and Guofei Gu of the Computer Science Engineering department at Texas A&M University called 

SEMAGE: A New Image-based Two-Factor CAPTCHA
1
.  The paper described a new approach to creating a 

Turing test based on semantic associations. 

I was surprised because my company had been working independently on the same problem for over a year, 

and I was struck not only by the coincidental parallel of our thinking but also by the close correspondence of 

the results of our research. 

I immediately contacted the authors, and I was very pleased and flattered to be invited to contribute to a 

follow-up paper.  I feel that the results of their research helps to validate our own work, while we can 

contribute a degree of empirical validation to their research, because we have gone so far as to create a 

commercial software product that employs the principals that we discovered independently as the basis of a 

freely available public Turing test. 

The resulting product has been released in a public beta online under the name VouchSafe®, and is currently 

in use on hundreds of websites around the world. 

I hope in this paper to explain the origins of our thinking; to explain why and how you can leverage semantic 

association as a Turing test; and to detail some of the challenges and results my team encountered when 

developing a functional product based on this approach. 

I’m not an academic, and I can’t bring myself to write like one.  I apologize to my readers in advance for the 

fact that my thinking may seem to be undisciplined. I ask you to bear with me, because I believe that we made 

some interesting discoveries, and I’ve done the best I can to articulate them in my own clumsy way. 

 

An Explanation of Turing Tests and CAPTCHAs 

The rest of this paper won’t make a lot of sense unless we first establish what a Turing test or a CAPTCHA is. 

The phrase “Turing test” comes from a 1950 paper written by computer science pioneer Alan Turing, called 

Computing Machinery and Intelligence
2
.  In his paper, Mr. Turing proposed a sort of tongue-in-cheek test 

called “The imitation game”, where he proposed that you would know you had successfully created an 

artificial intelligence if a human operator was unable to distinguish it from other live persons if they were to 

carry on a question-and-answer conversation using a terminal. 

Since then, a “Turing test” has come to mean any process you can use to distinguish between a human 

operator and an automated script or computer program. 

The word “CAPTCHA” is an acronym created by researchers at Carnegie Melon University, and it stands for 

“Completely Automated Public Turing test to tell Computers and Humans Apart”. Academics love acronyms. 

Mr. Turing’s test required a human intelligence to tell computers and humans apart. While this might be fine 

for a research project, it’s not much use for a practical commercial application, since it would require an 

enormous amount of human effort. A CAPTCHA is an automated Turing test that can be administered by 

computers without human supervision. 

http://faculty.cse.tamu.edu/guofei/paper/Vikram_ACSAC11_SEMAGE.pdf
http://www.vouchsafe.com/
http://cogprints.org/499/1/turing.html
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Why We Need CAPTCHAs 

Turing tests are important, and are used for literally thousands of applications – especially on the Internet.  

We need CAPTCHAs wherever it’s necessary to expose a human interface to a software or business process.  

This can include things like sign-up forms for email accounts, online ticket sales, online auctions, and surveys.  

In each of these cases, fraudsters and spammers can use automated scripts to “cheat” the process in a way 

that will cause damage or financial loss.   

For example, without protection, spammers could use automated software to accumulate hundreds of email 

accounts that they could use to spread spam; fraudsters could buy up blocks of thousands of tickets to a 

popular events for resale, or artificially inflate the price of auction items; and political activists could distort 

the results of polls and surveys. 

By using multiple computers and sophisticated software, the bad guys in the digital community can do a 

tremendous amount of damage at breathtaking speed.  In many cases, CAPTCHAs provide a simple and cost-

effective first line of defence. 

Because of this, CAPTCHAs are necessary and ubiquitous.   

 

The Problem with CAPTCHAs 

Unless you’ve been living under a rock, the odds are that you encounter CAPTCHAs on a fairly regular basis 

just as part of your ordinary experience of everyday life on the Internet; they’re those funny little boxes you 

see with the twisty, distorted letters you’re supposed to decipher and type in to prove that you’re a human.  

The idea behind CAPTCHAs is that humans are better at perceiving distorted text than most OCR, (Optical 

Character Recognition) software is.  For a while, the system worked very well, but the problem is that was that 

the developers were betting against technological innovation.  OCR software has continued to improve, and as 

a result, CAPTCHAs have to become ever more confusing and distorted in order to frustrate spammers. 

Because of this, we’ve been locked in a sort of arms race with spammers and fraudsters.  Every few months 

the current generation of CAPTCHAs gets cracked, and CAPTCHA developers have no choice but to add 

another layer of distortion and obfuscation. 

Luis Von Ahn, who developed the most widely used CAPTCHA, (called reCaptcha), said as early as 2008 that he 

didn’t expect the technology to remain viable for more than five years. 

The real losers in this struggle are consumers, who are faced with tedious, frustrating obstacles at one point 

after another when they’re simply trying to transact ordinary, legitimate business online. 

CAPTCHAs are probably the most universally reviled technology in the history of computing.  Nobody likes 

them.  They’re the butt of a thousand jokes and of a myriad of rants and complaints.  A simple Google search 

of the phrase “hate CAPTCHAs” will turn up in the neighbourhood of thirteen million results.  

In addition to this, there has been a steady drumbeat of stories in the press as one study
3
 after another

4
 

demonstrates the fact that the technology is failing at a fundamental level. 

http://www.economist.com/node/14299700
http://www.time.com/time/magazine/article/0,9171,1812084,00.html
https://www.google.ca/search?q=captcha+jokes&hl=en&prmd=imvns&tbm=isch&tbo=u&source=univ&sa=X&ei=sh1dT9KlM-rZ0QGE7cHRDw&ved=0CDIQsAQ&biw=1920&bih=979#hl=en&tbm=isch&sa=1&q=funny%2Bcaptcha&oq=funny%2Bcaptcha&aq=f&aqi=g-C3g-CS6&aql=&gs_sm=3&gs_upl=6349l8879l6l9360l13l13l0l3l3l0l166l1283l1.9l10l0&gs_l=img.3..0i33l3j0i33i24l6.6349l8879l6l9360l13l13l0l3l3l0l166l1283l1j9l10l0&pbx=1&bav=on.2,or.r_gc.r_pw.r_cp
http://homepages.cs.ncl.ac.uk/jeff.yan/google.pdf
http://cdn.ly.tl/publications/text-based-captcha-strengths-and-weaknesses.pdf
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So we have a situation where thousands of applications depend on a technology that people hate, and that’s 

obviously broken. We can clearly make an overwhelming case for replacing the current glyph-based or text-

based CAPTCHAs with something better.  The question is, what do we replace them with? 

 

Other Approaches to Turing Tests 

Over the past couple of years, software developers have looked at a variety of other approaches to creating 

automated Turing tests: 

1) Image Recognition Challenges 

Perhaps the most obvious approach to creating a replacement to text-based CAPTCHAs is to create challenges 

that require users to identify images instead of text.  There are a few existing products that do exactly that, 

like Microsoft’s ASIRRA, and Confident Technologies’ Confident CAPTCHA. With both of these challenges, 

users are presented with an array of between nine and twelve images, and are instructed to identify and click 

on some of them. 

 

To prevent spammers from randomly selecting the correct image, users are generally required click on a 

selection of four or more images in sequence. 

 

Image-based CAPTCHAs are generally pretty effective, provided spammers are unable to identify the content 

of the images.  The problem is that like text-based CAPTCHAs, image CAPTCHAs are betting against 

technological innovation. Image recognition software is improving rapidly, and it’s only a matter of time 

before image CAPTCHAs become just as ineffective as text-based CAPTCHAs. 

 

The other problem faced by Image CAPTCHAs is that of crowdsource image harvesting. Crowdsource 

techniques make it economically feasible to engage a large number of human operators to simply collect and 

identify all of the images in large collections.  This makes it necessary to continually grow the size of the image 

collection used to generate challenges.  

 

As the value of the applications these challenges protect increases, the pressure on the image collection, (and 

the need to increase its size), grows. 

 

2) Tile-Based Puzzles 

Some developers have experimented with using tile-based puzzles as a Turing test. A typical challenge will 

take a photograph and divide it into between six and nine tiles.  Users are required to drag and drop the tiles 

into position in order to reassemble the original image. 

While these challenges are fun to complete, they really offer little protection against spammers. Since the 

puzzle requires a degree of client-side implementation, it’s necessary to send a texture sheet to the client 

browser as part of the application.  It’s comparatively easy to examine the texture sheet and then use the pixel 

data to identify which tiles go where.  

Even if the texture sheet is scrambled in some way, every game programmer knows that computers are 

actually much faster at comparing pixels than humans are.  It’s fairly straightforward to simply look for 

corresponding pixels along the edge of each tile, and position them accordingly. 

http://research.microsoft.com/en-us/um/redmond/projects/asirra/
http://www.confidenttechnologies.com/products/confident-captcha
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3) Drag-and-Drop Challenges 

Other developers have looked at ways to create drag-and-drop challenges that require users to complete 

some kind of mini game. These can involve object identification, (drag the blue stars into the orange bucket), 

or contextual placement, (add the toppings to the pizza). 

These challenges add a level of complexity to the problem of creating a bypass solution – especially if the 

objects in the challenge are animated so their position is constantly changing, as is done in the mini game 

challenges created by AreYouAHuman. This can make it more difficult for spammers to simulate on-screen 

click and drag actions. 

However, serious hackers are unlikely to simply create macros that interact with screen grabs.  Instead, they 

will simply send the challenge server events that correspond to successful interactions.   

As with tile-based puzzles, drag and drop challenges require that a texture sheet be transmitted to the client 

browser to create the graphics that are used in the game. Spammers can examine the texture sheet data and 

use it to determine how the game pieces are identified client-side, and use that to generate a solution. Drag-

and-drop CAPTCHAs that use a fixed drop location are also very vulnerable to brute force solution in inverse 

proportion to the number of objects in the puzzle. 

Once hackers have successfully bypassed a drag-and-drop Turing test once, the only impediment to their 

continuing to do so consistently is the speed with which the operator can generate new games and graphics 

sets.  Unfortunately, all drag-and-drop interactions share this vulnerability. 

 

4) Image Orientation Challenges 

A couple of years ago, researchers at Google published a paper called What’s Up CAPTCHA? A CAPTCHA Based 

on Image Orientation
5
.  The idea they had was to create challenges that required users to look at a sequence 

of images and then identify which of them had been inverted. 

This was an interesting idea, but it never made it to fruition as a product.  Like most image recognition 

challenges, it is vulnerable to image harvesting.  It also turns out that in many cases, it’s possible to compute a 

lighting vector based on corresponding areas of light and dark in an image.  Generally speaking, if the vector is 

greater than ninety degrees and less than two hundred and seventy degrees,  (ie: the light comes from below 

the horizon), we know that the image has been inverted. 

 

5) Video CAPTCHAs and Animated Perceptual Challenges 

Some developers have experimented with video and animations to create dynamic perceptual challenges. A 

European company called Program Produkt created the Hello CAPTCHA , which serves simple text CAPTCHAs 

that use animated .gif files to deliver undistorted characters that move around inside the CAPTCHA frame. 

 NuCaptcha Inc. came up with the simple, but clever idea of animating a text CAPTCA on top of a video ad.  

Users would be obliged to watch the video ad in order to see and interact with the CAPTCHA.  While the 

added bandwidth requirement for the video might make this technology less appropriate for some 

applications, its utility as a marketing tool is obvious.   

http://areyouahuman.com/
http://www.richgossweiler.com/projects/rotcaptcha/rotcaptcha.pdf
http://www.richgossweiler.com/projects/rotcaptcha/rotcaptcha.pdf
http://hellocaptcha.com/
http://nucaptcha.com/
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However, it turns out that simply animating the text doesn’t really make it more effective as a CAPTCHA. In a 

recent study, Elie Burzstein, a Google researcher at Stanford University demonstrated
6
 the fact that spammers 

can grab and analyze multiple frames, which actually makes it more likely that they will be able to generate a 

correct solution to the CAPTCHA. NuCaptcha is currently researching approaches to frustrating the algorithm 

demonstrated by Burzstein. 

There has been some research into other types of dynamic perceptual challenges that don’t rely on text, 

including challenges that require users to identify animated 3D objects.  These challenges, however, are very 

vulnerable to harvesting, and can only be effective so long as there is a continuous supply of new animations. 

 

6) Type-in Logic Challenges 

Other developers have experimented with question and answer challenges that require users to read a 

question and then type in an answer.  Their answers are then compared to an array of acceptable responses. 

While this approach shows some promise, it tends to be limited to either mathematical challenges, (What do 

you get when you multiply six by nine?), or exhaustive logic questions where the answer is part of the 

question, (Which of these things is not a colour: blue, red, tangerine, aeroplane?). 

Other questions resemble the kind of circular logic questions that turn up in I.Q. tests, (Jerry is taller than 

Susan.  Paul is shorter than Terry. Terry is the same height as Susan. Is Paul taller or shorter than Jerry?) 

This necessary restriction on the kind of questions that you can ask, however, creates a critical vulnerability, 

since it means that many of these questions can be answered correctly with the help of an expert system like 

Wolfram Alpha. 

New York security consultant Joel Van Horn published a blog entry detailing his research into doing just that.  

While his work was not exhaustive, it demonstrated that with very little effort, a script could be developed to 

bypass logic challenges in this manner with a fairly high success rate. Other developers have followed his lead 

with such a consistent degree of success that it’s unlikely that this approach can be considered as an effective 

successor to standard CAPTCHAs. 

 

Why the Current Approach Doesn’t Work 

With the exception of text-based logic challenges, all of the current approaches to creating Turing tests 

depend on perceptual challenges: they deal with the essentially mechanical process of how we perceive 

things.  Even though CAPTCHAs purport to be a means of discerning a human mind, none of them really 

address the way humans think. 

Instead, our approach to the problem of discerning a human intelligence has been limited to tasks that, strictly 

speaking, require no intelligence at all.  The fact is that machines are more than adequate at most perceptual 

tasks.  The only thing that allows standard CAPTCHAs to maintain any degree of viability is the application of a 

constantly evolving and increasing degree of obfuscation. 

Sometime soon, we will inevitably cross a frontier where obfuscation becomes useless, at which point 

CAPTCHAs will become more readily solvable by machines than by humans. 

http://elie.im/blog/security/how-we-broke-the-nucaptcha-video-scheme-and-what-we-propose-to-fix-it/
http://textcaptcha.com/demo
http://www.wolframalpha.com/
http://joelvanhorn.com/2010/11/10/using-wolframalpha-to-hack-text-captcha/
http://news.ycombinator.com/item?id=1897932
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Text-based challenges share a similar weakness because of the necessity of having machines deliver and 

evaluate them. For this reason they tend to consist of simple arithmetic or exhaustive logic word problems, 

where the response is included as part of the problem. It’s as if we decided to differentiate people from 

computers by challenging them to a math contest.   

Challenging technology on the very points where it is strongest is not a strategy for success.  It’s the equivalent 

of humanity deciding after the rise of the machines that the best way to expose the robots living among them 

would be to challenge them to a foot race.  The average human candidate would do okay against a Roomba® 

or one of those little wheeled Mars rovers, but they’d be at a distinct disadvantage if they had to race against 

practically any machine that was designed to move quickly. 

If we are to take a cue from science fiction, what we need is something more in the order of Phillip K. Dick’s 

“Voight-Kampff Empathy Test” for detecting replicants.  Our determination must be made on the basis of a 

quality that is uniquely human, and by means of a challenge that can be presented directly to the user without 

obfuscation. 

 

Epistemological Shortcomings of the Turing Test 

It’s curious, but many thinkers who study artificial intelligence seem to be reluctant to examine how we know 

what we know, and what thinking really means.  In other words, they refuse to establish an epistemological 

basis for their conclusions.  Even Alan Turing’s seminal paper
2
 evades the question. Right from the first 

paragraph, he seeks to set aside the argument: 

‘If the meaning of the words "machine" and "think" are to be found by examining how they are commonly 

used it is difficult to escape the conclusion that the meaning and the answer to the question, "Can 

machines think?" is to be sought in a statistical survey such as a Gallup poll.’
7
 

In the following sections of his paper, Mr. Turing dismisses the argument for a soul, (always a distressing entity 

to a certain class of scientist) and the argument for self-awareness as preconditions for the evidence of 

thought. 

But I feel that any examination of artificial intelligence that refuses to address an epistemological standard of 

thought is rootless, and without foundation.  You can not determine the existence of a thinking machine 

unless you can first agree on what constitutes thought. 

Instead, what you end up doing is creating a requirement for testing how well you can simulate human 

behaviour within a certain set of circumstances.  If you can’t agree on what intelligence is, all you can do is 

observe responses to a certain stimulus, and then decide whether or not the responses give the impression 

that they’re directed by an intelligence. 

In this situation it’s very easy to confuse the superficial appearance of a guiding intelligence with the presence 

of an actual living being.  Just because something looks lively doesn’t mean that it’s alive.  Unless you’re very 

careful, it’s easy to think that because a machine resembles a person in some superficial aspect, it’s like a 

person, or even more dangerously – that a person is like a machine. 

http://en.wikipedia.org/wiki/Terminator_(franchise)
http://www.irobot.com/en/us/robots/home/roomba.aspx
http://pkdick.com/voight-kampff-machine.html
http://cogprints.org/499/1/turing.html
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This carelessness can lead to magical thinking.  A computer is no more likely to attain consciousness and 

become a living being than a microwave oven or an automobile; no matter how many “migs and megs of 

rams” it has. 

Conversely, if one thinks of a human entity as a machine, it’s easy to become distracted by the mechanical 

process of sensory perception, and to disregard the more abstract components of empathy, intuition, 

understanding, and thought. 

Perception is a mechanical process that resides in the brain; but we know that this is not what defines 

humanity.  A person without the capacity to see or hear is as completely human as anyone else. What defines 

humanity, or the person, is the capacity to reason, to understand, and to emote; and these functions are 

aspects of the mind, and not of the brain. 

Granted, whether the mind resides in the brain and the body or not is an issue for philosophers and 

theologians to decide, and not for computer programmers; but it’s important not to confuse body and mind, 

or perception and understanding when we are trying to determine a process for distinguishing a simulated 

consciousness from the real thing. 

In the “Imitation Game”, Mr. Turing has simply postulated the rules of a game that you could play, where if 

the computer “won” the game, you could make the claim that it was “thinking”. 

My contention is that this isn’t really a test for intelligence, but for the successful simulation of intelligence. 

The distinction between an actual intelligence and a simulated intelligence is something that game 

programmers will understand right away. 

 

The Dirty Secret that Game Programmers Know 

If an artificial intelligence researcher were challenged, as an exercise in pure science, to come up with an AI 

that could play a hand of Poker, he or she would probably consider developing a genetic algorithm or a neural 

network that used stochastic sampling to build sets and evolve decisions.  It’s the most purely organic 

approach you could take to creating a smart opponent for a card game. 

It’s been done
8
, and surprisingly enough, it works

9
.  Of course, the down side is that you need the equivalent 

of a supercomputer in order to play a decent game of poker. 

Most game programmers know from experience that if you were to suggest this solution to the sort of people 

who invest in online casinos, you would likely end up being escorted off their property in the trunk of a 

Cadillac for the kind of impromptu brainstorming session that leaves marks. 

The people who develop the AI for games are used to being relegated to the bottom of a heap of priorities.  

They need to deliver a convincingly lifelike and entertaining experience while being restricted to using the few 

computing cycles that are left over from computing the graphics, sound effects, physics simulations, network 

traffic, and tracking the overall state of the game, including such details as the location and vector of every 

single shot fired in a simulated battle. 

Fortunately, game programmers know a dirty little secret that makes their job easier; actually, two dirty 

secrets: 

http://en.wikipedia.org/wiki/Strong_bad_email#Strong_Bad_Email
http://en.wikipedia.org/wiki/Strong_bad_email#Strong_Bad_Email
http://www.era.lib.ed.ac.uk/bitstream/1842/2392/2/Carter%20RG%20thesis%2007.pdf
http://dendiz.com/blog/wp-content/uploads/2010/06/swe578_paper_v2.pdf
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The first is that in the heat of gameplay people are easily distracted; their natural human desire to participate 

in the story makes them willing to overlook flaws, and to impute intelligent motives to the behaviour they see 

exhibited by the non-player characters or “NPCs”. 

The second is that it doesn’t take a whole lot of computing power to convey the impression of intelligence if 

you can find ways to trick the players into driving the experience for themselves. For example, in combat 

games, by using careful design of the “arena” or area of conflict, they can actually script events based on 

decisions made by human designers and play testers, reducing the computational burden on the AI. 

Game developers often do this through repeated iterations of play-testing – adjusting the position of 

waypoints and event triggers based on their observations of human test subjects. 

By focusing on creating a convincing simulation, rather than trying to reproduce actual decision making, and 

by leveraging the data gleaned by observing actual human players, game programmers can reproduce the 

experience of interacting with human intelligence without actually creating intelligent processes. 

Game developers have proven that even given very little in the way of computational resources, it’s possible 

to simulate the presence of intelligence by exploiting human nature and sleight-of-hand. 

The fact is that the fastest and easiest way to create an “intelligent” system is to simply record human 

interactions and replay them. 

My contention is that smart game developers could probably win Alan Turing’s “Imitation Game” with a 

simulation driven by software that by any reasonable human standard is as dumb as a rock in any context 

outside of the game. 

However, this means that the inverse of this is probably true as well. It should be possible to create an 

inversion of Alan Turing’s game whereby we use recorded human input to create a machine-evaluated test 

that evaluates the interaction of an unknown entity against a matrix of recorded human interactions that are 

based on human perception and reasoning rather than perceptual challenges. 

 

Seeking Inspiration from an Old Source 

Because my acquaintances know that I collect books, I’m often given books that I wouldn’t necessarily go out 

and buy for myself.  Among those gifts are a collection of neat little volumes of collected works of the 

“Essential Thinkers”.  They’re the sort of thing that bookshops sell in boxed sets, so you can easily fill your 

shelves with impressive-looking books for “smart” people. 

It happened that while I was considering the problem of discerning intelligence that I started reading a 

translation of René Descartes’ Discourse on the Method [of Rightly Conducting the Reason and Seeking Truth 

in the Sciences]
10

 that had somehow migrated into the bathroom. 

M. Descartes was a devout Christian.  His treatise is as much an examination of the nature of the human soul 

and an exposition of his belief in God as it is the foundation of what we now call “the scientific method”; 

which is probably the reason why it is somewhat neglected by modern academics. 

The Discourse on the Method isn’t easy to read; it is very cautious, understated, densely-written prose. 

Starting with an explanation of the inception of his work, M. Descartes builds painstaking to his famously 

http://en.wikipedia.org/wiki/Discourse_on_the_method
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axiomatic “I think, therefore I am” before carefully developing his thesis in support of a reasonable universe, 

the true nature of which can be discovered through a disciplined and methodological approach to 

investigation. However, even though this book was written 375 years ago, it remains startlingly relevant today. 

For some time I had been struggling with doubt. I felt that perhaps it was the height of folly to reinvestigate 

the problem of computing and intelligence in despite of a large body of established knowledge which had 

been contributed to over years by much more profound thinkers than me. 

For this reason, I was struck by M. Descartes’ statement of justification in part 2, where he writes:  

“I was thus led to infer that the ground of our opinions is far more custom and example than any certain 

knowledge. And, finally, although such be the ground of our opinions, I remarked that a plurality of 

suffrages is no guarantee of truth where it is at all of difficult discovery, as in such cases it is much more 

likely that it will be found by one than by many.”
10

 

So while I’m not such a conceited mug as to imagine that I must necessarily discover something that better 

thinkers have overlooked, I at least felt encouraged to continue my investigation. 

I just about fell off my chair when I got to part 5, (I had removed the book from the bathroom by this point). In 

his discussion of the mind and soul of man, Descartes writes:  

“…but if there were machines bearing the image of our bodies, and capable of imitating our actions as far 

as it is morally possible, there would still remain two most certain tests whereby to know that they were 

not therefore really men.  Of these the first is that they should never use words or other signs arranged in 

such a manner as is competent to us in order to declare our thoughts to others; for we may easily conceive 

a machine to be so constructed that it emits vocables, and even that it emits some correspondent to the 

action upon it of external objects which cause a change in its organs; for example, if touched in a 

particular place it may demand what we wish to say to it; if in another it may cry out that it is hurt, and 

such like; but not that it should arrange them so appositely to reply to what is said in its presence, as men 

of the lowest grade of intellect can do.  The second test is, that although such machines might execute 

many things with equal or perhaps greater perfection that any of us, they would, without doubt, fail in 

certain others from which it could be  discovered that they did not act from knowledge, but solely from the 

disposition of their organs…”
10

 

This passage blew my mind.  Over three hundred years before the emergence of the first electronic computer, 

M. Descartes was postulating an artificial entity, and describing the difference between true and simulated 

intelligence in a manner that was eerily similar to Alan Turing’s description of his reasoning behind the 

imitation game – especially if you read “disposition of organs” as “programming”. 

Superficially, it appears at first that M. Descartes’ proof of intelligence is identical to Mr. Turing’s, since 

Descartes also advocates the power of communication as a defining characteristic of thought.  However, M. 

Descartes goes into greater depth examining the process and nature of reasoning as something distinct and 

discernible from merely reactive communication. 

Further examination of M. Descartes woks has convinced me that they could be equally useful to an artificial 

intelligence researcher as the so-called “Gang of Four’s” Design Patterns
12

. 

In Discourse on the Method, M. Descartes is careful to establish an epistemological basis for his reasoning – to 

establish how one can apprehend, visualize, and understand something even if it is only imagined and not 

http://en.wikipedia.org/wiki/Design_Patterns


Page 13 of 39  

discerned directly. He expands on this theme in his later work The Principles of Philosophy, especially in part 6: 

“Concerning the Existence of Material Things, and the Real Distinction between Mind and Body”
10

, wherein he 

examines the relationship between imagination and understanding. 

This painstaking examination of how we perceive and understand things, and how we extend our 

understanding through the exercise of will and imagination struck a chord with me.  I felt that there is a 

profoundly human quality in this process that cannot be synthesized or counterfeited by a mechanical system. 

I elected to use that initial “instant of apprehension” that happens when a person recognizes an object as a 

starting point in my research for a new kind of Turing test. 

 

Our Initial Research 

Our research wasn’t particularly rigorous or scientific at first: we simply created a set of flash cards in 

Photoshop, and used friends and acquaintances as a small sample group. Each flash card would simply contain 

the image of a common object. Sometimes the object would appear in isolation on a white background, and 

sometimes it would be presented on a background with different patterns, or random visual “noise” in the 

background. 

For some tests we printed the images out, but for most we simply showed the subject images on a computer 

monitor. 

We borrowed techniques used by game designers, and rapidly iterated over variations in the “rules” of each 

test – turning each encounter with an object into a short mini-game with different goals.   

We might show the subject a picture of a tree for a brief interval of between 300 and 500 milliseconds, and 

then ask the subject to describe what they saw a few seconds later; or we might show the subject an image of 

an apple, and then ask them to free-associate and list the first five things, or first ten things that occurred to 

them after seeing the image. 

As our research evolved from investigation to invention, we became more methodical in our approach. 

To be honest, most of what we learned simply confirmed our expectations, since most people have an 

intuitive understanding of their own epistemological inner workings derived from their own interaction with 

the world around them.  However, it’s important not to make assumptions based on received knowledge or 

prejudice. We actually made some interesting discoveries that lead directly to a practical application. 

 

Our Observations 

During the course of our research, we made some useful observations about the way humans apprehend or 

recognize objects: 

1) Our Identification of Objects is often Archetypical 

There’s a reason that Aristotle posited archetypes: humans tend to exhibit the use se of archetypes as a kind 

of mental shorthand to aid in object recognition. It’s actually surprising how easy it is to create an experiment 

http://en.wikipedia.org/wiki/Meditations_on_First_Philosophy
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to demonstrate our use of archetypes, and how readily people exhibit an archetypical approach to object 

recognition. 

We demonstrated very quickly by the use of flash tests that humans can recognize an object with a simple 

silhouette at the very limit of visual persistence. We could actually attain a high rate of accuracy in object 

recognition when objects were displayed for as little as 50 milliseconds. 

What was a little surprising was how unaffected a subject’s perception of the archetype would be by the 

actual appearance of the test object.  

If we briefly displayed a picture of a tree with red-brown leaves and a pale grey trunk, and then asked them to 

describe the tree, they almost invariably described a brown trunk and green leaves – because that’s how they 

imagined a tree should look. Once recognized, the actual aspect of the test object was often irrelevant to the 

response. 

We would have to conduct a more thorough investigation in order to determine whether or not the 

archetypes that people use are learned through observation, or merely through cultural inference, but it’s 

surprising how persistent archetypical assumptions can be, and how persistently wrong they are when 

compared with actual observation. 

For example, a large majority of respondents insisted that tree trunks are brown, when actual observation 

shows that most trees have grey or green trunks. 

We found that our subjects were most frequently lead astray by archetypical assumptions about colour, and 

were less likely to be confused about the silhouette of the test object. 

Sometimes archetypical expectations can lead people to imagine or expect certain elements to be present in 

an image, regardless of whether or not they are visible.  For example, if we showed the test subject an image 

of a doctor taking a patient’s blood pressure, they almost invariably described he doctor as wearing a lab coat 

and a stethoscope, even if the doctor was wearing scrubs and didn’t have a stethoscope. 

 

2) Objects Aren’t Identified in Isolation, But as Part of a Semantic Ecosystem 

We felt that our most important observation was also the most difficult to quantify or demonstrate, simply 

because the process of recall happens so quickly that it’s difficult to isolate individual events. We discovered 

that in virtually every case, our subjects recognized an object not just as a discreet entity, but rather as part of 

a semantic ecosystem of related objects. 

In other words, when subjects recognized an apple, they immediately understood it as an entity with 

associated sensual qualities of colour, size, weight, smell, taste, and texture; but as a fruit, and related to other 

fruit like oranges and bananas; as more like a mango than a peach; and as a component of salads and desserts. 

Every object, once recognized, forms part of a larger network of associated objects.  These associations can be 

purely functional, like the association between a light bulb and a lamp, or contextual – like the association 

between Santa Claus and a Christmas tree; or emotive – like the association between a cute puppy and a child. 
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3) Recall Starts with Functional Associations, then Expands to Include Cultural Context 

The semantic associations that we intuit between objects starts with a purely functional apprehension of an 

object, but as a sort of secondary recall it quickly expands to more and more distant contextual associations.  

These associations are not absolute, but rather are informed by a cultural context. 

For example, when lead to free-associate after being confronted with an image of a apple, our test subjects 

almost invariably started with purely functional associations that would be universally true for everyone: 

(fruit, banana, orange, grape), and their associations quickly spread to more distant functional associations, 

(apple pie, Cobb salad).  

However, within a few seconds, test subjects would start to recall associations that were rooted almost 

entirely in a cultural context, so the same apple would be associated with such disparate things as a teacher, 

(“teacher’s pet”), a doctor, (“an apple a day keeps the doctor away”), Snow White, (ate a poisoned apple), and 

Adam and Eve. 

So while first-order recall tends to be fairly universal, second-order recall is highly informed by a shared 

cultural history, and can vary enormously from one cultural group to the next. Chinese-Canadian subjects, for 

example, had no difficulty understanding an association between Snow White and an apple, provided they 

were shown a still from the Walt Disney animated film, but were completely mystified when confronted with 

the association of an apple and a doctor.  

 

4) People Will Intuit Function Based on Context and Proximity 

Another curious thing that we observed is how readily people can infer the purpose of an object if it is 

grouped with objects that are contextually related. Most people will try to puzzle out the identity or purpose 

of an unfamiliar object in shown in isolation by attempting to recall objects with a similar topography, but if it 

is shown in the company of related objects, they will often make and intuitive leap to understanding its true 

purpose. 

For example, slide rules are now sufficiently rare that few people can identify them. If shown an image of a 

slide rule on a plain background, most subjects identified it as a ruler or a measuring stick.  However, if the 

same image was shown in the company of an abacus and an electronic calculator, test subjects were generally 

successful in identifying it as a calculating instrument.   

We had a bit of fun experimenting with just how far we could push this phenomenon by photographing 

unusual or unfamiliar tools and then showing them in different contexts.  We found, for example, that test 

subjects could often correctly identify the purpose of a peavey if it was shown in company with a log and a 

chain saw, but by changing its context, test subjects could also be lead to identify it as a weapon, a gardening 

tool, a mountaineer’s axe, and a somewhat grisly tool for butchering livestock. 

It was entertaining and illuminating to see how readily people would invent reasons to justify their assertion – 

going so far as to act out how their imagined tool would be employed. 

The important lesson we learned is that humans will use context to intuit purpose, and employ imagination to 

explore possible applications of an unfamiliar object based equally on its topography and its environment. 

 

http://en.wikipedia.org/wiki/Peavey_(tool)
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5) People Recognize the Emotive Context of Objects 

While the outcome may seem obvious in retrospect, we also conducted experiments to determine how readily 

humans interpret the emotive context of objects.  While inanimate objects are generally neutral, images of 

people and animals almost always convey an emotive context, and humans are universally adept at perceiving 

this – especially in other humans. 

Our test subjects could recognize cues as to the emotional state of animals and people depicted in 

photographs almost instantaneously.  So they didn’t just recognize the subjects of photographs as “clown”, 

“doctor”, “child”, “dog”, and “cat”, but rather as “scary clown”, “worried doctor”, “happy child”, “fierce dog”, 

and “frightened cat”.  

Naturally, the emotive context of objects impinges on the associations that people intuit. This means that one 

image of a clown might make people think of balloon animals and birthday parties, while a subtle variation in 

expression, make-up and lighting might cause them to associate an image of the same clown with horror 

movies and meat cleavers. 

The same thing applies to animals – especially domestic animals like dogs and cats.  People make 

instantaneous decisions based on the posture and expressions of animals just as they do for other humans – 

so one picture of a German shepherd dog might make people think of prison wardens and criminals at bay, 

while another image of the same dog might cause them to free associate about Frisbees and playing with 

children in the park. 

While this phenomenon is most vividly apparent in images depicting living beings, inanimate objects can also 

convey an emotive context - even in isolation. A short, round candle in a cut glass dish might evoke sensual 

associations with romantic dinners and bubble baths, while tall, guttering candles in a corroded silver 

candlestick might evoke associations with cold stone crypts and coffins. 

Objects don’t just exist in isolation.  In many cases they tell a story. A cigar may just be a cigar, but a cigar with 

a smudge of lipstick on it is an icon for lust, emancipation, and adventure. 

 

Where Our Research Lead Us 

I have to emphasize that our research was strictly ad-hoc.  There were no formal controls, and our sample size 

was fairly small.  Our findings were strictly qualitative and should not be cited as the foundation for any 

serious academic research. 

The fact is, our goal wasn’t to break new ground in understanding human behaviour, but to discover the basis 

for a new product. Our principals are all former game developers, and our methodologies were adapted from 

the game design process. 

I believe that this doesn’t make what we learned any less real. Our observations ring true because they reflect 

what is common to the human experience. 

We decided to focus on the semantic associations that humans instinctively intuit between objects.  The fact 

that these associations are often rooted in a cultural context adds a whole layer of complexity to the 

localization process, but we actually view this as an advantage for reasons that I’ll explain later. 
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What remained was to design a simple, image-based test that exploited these relationships. For a variety of 

reasons, (including security and copyright issues), we don’t think it’s a good idea to pull images from the public 

domain. We are producing our own. 

During our early research, we had done some testing where we simply assembled pictures of a collection of 

objects in a rectangular background.  We created two kinds of tests: the first had two items that were related 

surrounded by unrelated items; while the second had a collection of related items with the exception of one 

thing that didn’t belong. 

In the first test, which we called an “associative challenge”, the subject was asked to take a coloured marker 

and draw a line connecting the two objects that were related. 

In the second test, which we called an “exclusive challenge”, the subject was directed to circle the object that 

didn’t belong. 

We found that the exclusive challenges had an immediate resonance with subjects who remembered the 

“One of these things (is not like the others)” song segments from the original 1970‘s incarnation of the PBS 

children’s television program “Sesame Street”.  

We found that on average it took less than six seconds to complete a challenge – which we felt was far better 

than the 12 to 15 seconds it takes the average user to complete a standard CAPTCHA. 

We decided that the best approach for us to take would be to extend the path drawing paradigm from pen 

and paper to the screen.  

We decided to create a simple HTML5 / AJAX application that would allow users to simply draw a path with 

their mouse, or pointing device. This would seem like a natural way to interact with a challenge and it would 

provide far more security from hackers than a click-on-target or click-and-drag approach. 

We were also inspired by the burgeoning demand for touch screen tablet computers that was sparked by the 

introduction of the iPad. We felt that allowing users to simply trace a path with their fingertip would create an 

interaction experience that felt intuitive and natural. 

We created a prototype system with a simple editor that allowed us to manually generate challenge images. 

Each challenge image would include a key image object, a corresponding image object, and several unrelated 

image objects, as well as an instruction string to guide the user. The system would automatically generate a 

challenge evaluation map based on the challenge image.   

The system would serve challenges by generating a block of JavaScript that would display the challenge image 

and record the user’s mouse movements.  The client-side JavaScript application would start recording mouse 

movements when the user clicked on their mouse and stop when they released the mouse. Submitting a form 

would also submit the resulting path data for evaluation by the system. 

The system would compare the path data to the challenge evaluation map, and return a “success” value if the 

following conditions were met: 

1) The path starts on the key object described in the instruction string, and ends on the corresponding object 

2) The path does not intersect any of the other objects in the scene 

3) The path does not cross itself 

http://www.youtube.com/watch?v=ueZ6tvqhk8U
http://en.wikipedia.org/wiki/Sesame_street
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Figure 1: a prototype of our semantic Turing challenge. The user simply draws a line from the measuring spoons to the 

 flour to successfully complete the challenge. 

We built our prototype system under the working name “HIVE” for Human Intelligence Verification Engine.  

We released an alpha version to a small number of websites and tested in the field for a couple of months 

while we worked on designing and developing a more robust product for general release. 

With our prototype, we demonstrated that a Turing test based on the semantic association of images would 

work, and was easier for people to complete than a standard CAPTCHA. Perhaps our most interesting 

observation was that people seemed to like interacting with the challenges. We discovered that visitors to our 

website would often play with the sample challenges for minutes at a time. 

However, when we later discovered the SEMAGE study by Messrs. Shardul Vikram, Shinan Fan, and Guofei Gu, 

we found that our actual observed results of field testing did not correspond very closely to theirs at all. 

Perhaps because of the path-drawing paradigm, our average completion time was a lot shorter than that for 

the SEMAGE study, at about 6.7 seconds as opposed to 11.6 seconds for SEMAGE
11

.  

We also found that our correct attempts ratio was significantly lower than the values recorded for SEMAGE 

and reCaptcha. 

 The SEMAGE study listed “correct attempts ratio” values of 0.94 for SEMAGE and 0.96 for reCaptcha. On our 

prototype, we recorded a correct attempts ratio of 0.76. Obviously, we were either doing something very 

wrong, or very different from what Messrs. Virkram, Fan, and Gu did in their study. 

http://faculty.cse.tamu.edu/guofei/paper/Vikram_ACSAC11_SEMAGE.pdf
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It turns out that the fundamental nature of the semantic relationships our prototype explored were very 

different from those expressed in the SEMAGE study, and this merits examination. 

 

Designing a Metadata Universe 

1) The Problem with Definitive Relationships 

In their paper, SEMAGE: A New Image-based Two-Factor CAPTCHA
11

, Messrs. Vikram, Fan, and Gu suggest a 

simple algorithm for populating a database and selecting images for a challenge based on a single semantic 

label. 

However, in taking this approach you are only really examining a one-dimensional, definitive relationship 

between objects.  In other words, if you are simply comparing labels that state what a thing is, you can only 

create associations between two objects that are the same thing, or the same kind of thing. 

So you can create an association between pictures of two different dogs, (since they’re both dogs), or 

between pictures of a car and a truck, (since they’re both vehicles).  This makes it simple to enforce accuracy 

in user responses, but there are a few flaws that come to light when you try to apply this approach on a larger 

scale. 

The first problem is the fact that if you are only examining definitive relationships, you’re ignoring all of the 

other kinds of relationships that humans intuit between objects.  

As we established in our research, humans don’t recognize objects definitively so much as part of an 

archetypical network that embraces that object functionally, qualitatively, emotively, and then finally as part 

of a cultural gestalt that can be informed by mythology, literature, and pop culture. 

So we don’t just recognize what a thing is, we also recognize what the nature of it is, and what qualities and 

implications it represents. 

In other words, we don’t just recognize a baseball and then sit in rapt contemplation of its roundness. We 

recognize it as part of a whole universe of connected things, including baseball bats, and catcher’s mitts; 

umpires, sweat and dust; sandlots and stadium; chewing tobacco, trading cards, hot dogs and long summer 

afternoons. 

By the same token, a human doesn’t just recognize a boat as “transportation, aquatic”. If it’s a battered 

aluminum rowboat, he expects to find it occupied by Joe Six-pack and a fishing rod; while if it’s a gleaming 

yacht he expects to find a cigar-chomping millionaire and couple of beach bunnies on the quarterdeck. 

If we only compare things as labels, we’re not really reproducing human behaviour.  We’re missing out on the 

greater part of what human beings see and understand when they perceive an object. We believe that in 

order to be successful in the long term, a Turing test based on semantic relationships should mimic actual 

human behaviour as closely as possible. 

The second problem with using a single, definitive label to create semantic associations is that it reduces the 

number of possible relationships between objects in a collection.  If each object in the collection can only be 

matched with other objects of the same type, then the more different kinds of objects you have, the fewer 

http://faculty.cse.tamu.edu/guofei/paper/Vikram_ACSAC11_SEMAGE.pdf
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unique challenges you can generate.  This means that the number of challenges you can produce grows more 

or less in a linear fashion with the size of the image collection. 

It also means that the number of unique challenges is inversely proportional to the number of different kinds 

of objects in your collection: If you have fewer different kinds of things, you’re more likely to find other things 

of the same kind to match them with.  You’d get the most efficient generation of unique challenges by 

creating a collection with only two kinds of objects in it – in which case you would have created a clone of 

ASIRRA. 

The third problem with using definitive labels to create associations is that this makes your system more 

vulnerable to spammers by making it fairly easy for them to harvest the images you use and recreate your 

data by simply tagging the images they collect. 

Because of this, we had decided to try to build an intelligent system that would mimic human behaviour by 

reproducing the whole spectrum of semantic relationships between objects that form part of the human 

experience. 

Obviously, we needed to review the kinds of relationships we exhibited in the challenges in order to make 

them more general, because our correct attempts ratio was too low when compared to other CAPTCHAs.  

Not only would we have to create a system that could generate challenges where there are clear relationships 

between the two key objects – we would also have to make sure that there was little enough correspondence 

with the other objects in the challenge to overcome the natural human tendency to infer as many 

relationships as they can. 

For example, in the prototype challenge shown in Figure 1, the majority of respondents correctly recognized 

the fact that measuring spoons and flour are both used for baking, but some also insisted that the measuring 

spoons could also be matched to the nail clippers, because they’re both made of stainless steel. 

There is also the risk that users will ignore the instructions and simply mark the first relationship that they see, 

as was evinced by the fact that another minority of respondents who completed the challenge in Figure 1 

decided to draw a line linking the brooch to the necklace, (since they’re both jewellery). 

More importantly, we could not create a product that relied on human operators to create individual 

challenges. We needed to create a “smart” software-driven system that would do that for us.  

If it worked, the resulting product would be far more difficult for spammers to spoof than any test that simply 

required the definitive recognition of an object. However, it would be very difficult to build. 

Our first step was to examine the ways that objects can be related, and to try to reduce it to a taxonomy that 

could be modelled as a data structure. 

http://research.microsoft.com/en-us/um/redmond/projects/asirra/
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2) An Examination of Semantic Relationships  

If you think about it, objects can be related in the following ways: 

1. Functional – in terms of what they are or how they work, eg: a light bulb goes in a socket 

2. Inheritance – part of a common set or class, eg: apples and oranges are fruit 

3. Qualitative – in terms of common or shared characteristics, eg: apples and tomatoes are red 

4. Emotive – in terms of an emotional context, eg: cute puppies and kittens make me happy 

5. Contextual – in terms of a common context, eg: Santa Clause and Christmas trees share a context 

All objects of the same type share common functional and contextual qualities, and they all inherit common 

characteristics from the same functional groups.  So all apples are fruit, which means that they all have a peel 

and a seeds; all apples can be used functionally to make apple pie; and all apples can be considered in the 

context of food. 

However, not all objects of the same type share the same emotive and qualitative characteristics.  All dogs are 

dogs.  They all eat dog food and wear collars; however a picture of a snarling Alsatian will evoke a different 

emotional response than a picture of a happy beagle puppy.  The beagle puppy “makes sense” to us when 

linked with a picture of a small child or a cute little squeaky toy; the avenging Alsatian - not so much. 

This holds true for inanimate objects. A sleek Rolex, a gold pocket watch, and a battered Mickey Mouse watch 

are all watches.  They all tell time.  However, the Rolex makes one think of diamond cuff links, cigars, and 

suave British spies; while the pocket watch makes one think of bewhiskered railway engineers; and the Mickey 

Mouse watch seems appropriate for a small child – or maybe an IT geek. 

Every object inherits a hierarchy of characteristics that are common to every object of the same kind, and 

these characteristics become broader as the classification gets broader. 

If we look again at the example of watches, all watches are timepieces.  So are mantel clocks, grandfather 

clocks, tower clocks, and stopwatches.  Most timepieces have a case, a dial, and indicator hands. Grandfather 

clocks have weights and pendulums, and need a key to wind them up, while electric wall clocks do not. 

Wristwatches have a strap, while pocket watches do not. 

While it might initially seem like overkill to maintain a data system with this kind of granularity, it becomes 

increasingly important as the number and variety of timepieces in your image collection increases – otherwise 

the system might attempt to generate challenges where the user is meant to connect a pocket watch or a 

mantel clock with a man’s wrist. 

For this reason, it’s necessary to evolve a metadata universe that includes a system of taxonomy something 

like the Linnaean classification system. Initially, this takes some time to set up, but because of inheritance, as 

the system grows it gets easier and easier to classify and describe objects.   

However, it’s equally important create a parallel data set that is applied at the image level and not the object 

level.  For example, once your collection includes several pieces of fruit, it’s very easy to add another image of 

an apple, and simply link it to the “apple” object.  By doing this, the new image inherits all of the 

characteristics it has in common with other apples, and oranges, bananas, and berries.   

By the same token, if the image happens to be of a partly eaten, yellow apple, the additional qualities of being 

bitten and yellow must apply only to that particular image and not to the rest of the apple images in the 

collection.  

http://en.wikipedia.org/wiki/Linnaean_taxonomy
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Inherited taxonomy is also something of a two-edged sword. On the one hand, the more levels of inherited 

classification you build into your system, the simpler it is to describe objects and discriminate between similar 

objects.  One the other hand, the complexity of building and comparing data objects increases geometrically 

with the depth of inheritance. 

We found through experimentation that while we could develop data structures that are fairly deep, when it 

comes to comparing objects there was a significant loss of efficiency if we examined any more than the 

immediate parent class. 

 

3) The Data System We Evolved 

We eventually evolved a two-part system for binding metadata to images.  Images are bound to a label, to 

qualitative and emotive tags, and to one or more data objects.  Inheritance is enforced at the image level. The 

data objects include all of the functional and contextual qualities that are common to all instances of that 

object.  

To help organize the data, we used a language-like or syntactic model.  An image IS one or more objects, (this 

is how inheritance is enforced).  An image can have multiple adjectives associated with it.   

An object HAS functional components; it DOES other objects that have a direct functional relationship, (so a 

light fixture HAS a power cord and DOES a light bulb).  An object IS RELATED TO other objects when it has a 

weak functional relationship, (so a trumpet IS RELATED TO a trombone).  An object can also be IN the 

CONTEXT OF a contextual class. 

Figure 2: The Image editor - images are related to object entities and to qualitative and emotive adjectives 

Object properties are directional, (expressed as IN or OUT), and each property is attached to a spring to 

control property weights when the system is evaluating relationships between objects. 
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Figure 3: The Object Editor – object entities can be related to a plurality of images, and include the properties that are true 

for all instances of that object type 

While it’s time-consuming creating an initial population of objects in this metadata universe, as the vocabulary 

of the system grows, it gets easier and easier to add new content. Simply identifying the object in an image is 

generally enough to create all of the functional data for that image.  At that point, all that is required is for the 

user to add any of the qualitative or emotive adjectives needed to describe the particular instance of the 

object depicted in the image.  

The image tag editor queries the system and suggests object names as you type. It would be a bit of a 

headache trying to keep track of the directionality of the relationships between properties, so the system does 

that automatically as properties are created or linked to objects.  However, the users have to set spring 

weights for properties manually based on their perception of the relative importance of a property or 

characteristic.  

 

Adding an AI for Challenge Generation 

As former game designers, my team knew that the easiest way to convincingly counterfeit intelligence in 

software is to leverage human experience. For that reason we devoted considerable effort to creating tools to 

allow operators to populate a complex metadata “universe” that would allow image objects to be linked in a 

variety of ways. 

We knew that we would be unlikely to generate a large pool of challenges that are understandable by humans 

and that exploit all of the possible connections between the objects in our collection by merely using queries. 

So we created a simple AI that constructs data objects based on the metadata in the system, and then builds 

relationships using a variety of quasi-linguistic structures. 
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The system maintains pools of challenges that are generated based on a predetermined proportion of 4 

primary relationship types: direct relationship, verb or context correlation, contextual exclusion, and shared 

links.  

We were startled at the sheer volume of unique challenges we were able to generate even with a very small 

population of image objects. However, we encountered a few surprises once the system was up and running. 

 

Designing for Security 

We had successfully demonstrated that a Turing test based on the semantic association of images offered 

significantly better usability than a standard CAPTCHA, even if that came at the cost of accuracy. However, 

that was only one of the two problems we were trying to address. The other problem was security.   

Our goal was to create a new kind of Turing test that would not only be easy to use than CAPTCHAs, but would 

offer substantially better security and long-term viability. 

 

Figure 4: an image of a semantic Turing challenge showing security features designed to frustrate image harvesting by 

spammers. 

The first line of vulnerability for any image-based CAPTHA is image harvesting. Spammers can employ 

crowdsource workers to harvest the entire contents of an image database for surprisingly little money. We 

designed our challenges to be resistant to image harvesting in the following way:  

All of the image objects in our library are sampled at a large size, and then randomly reduced in scale to fit on 

the challenge canvas. Image objects are reproduced at a different scale every time they are used. 
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1) Each image object is randomly rotated before being applied to the challenge canvas. 

2) Each image object is randomly positioned on the challenge canvas. 

3) Each image object is randomly alpha-blended at between 5% and 20% with the underlying canvas pixels. 

The effect is often barely noticeable, but is sufficient to “pollute” the image pixels. 

4) In some cases, the image objects are allowed to intersect other objects at the extremities. 

Perhaps the most obvious vulnerability of drag-and-drop and puzzle type challenges is the fact that you have 

to provide the client-facing application with texture sheets containing the assets or separate image chunks 

that constitute the puzzle.   

To avoid this kind of problem, once we have assembled all the parts of a challenge image, including the 

instruction string, they’re flattened into a single .jpeg image.  This is the only data that is transmitted to the 

client-facing application. 

To prevent spammers from attempting to recycle challenges that they have solved, we create a large pool of 

challenges, and then randomly select a new challenge image each time a new challenge is requested. We 

permit each challenge to be served only a few times before it is “deprecated” and a new challenge image is 

generated to replace it. 

The challenge pool is constantly monitored, and a separate process runs during periods of low traffic to grow 

the challenge pool based on consumption. 

By implementing these features, we can make it extremely difficult to isolate the image objects in our library. 

With current technology, it’s extremely time-consuming and computationally expensive for spammers to 

successfully identify the same image object in multiple challenges with any degree of confidence. 

Even if they succeed in doing this, they will still have to reproduce the metadata in our library and create an 

expert system in order to actually solve a challenge. 

For this reason, spammers are unlikely to try to actually solve a semantic Turing test: there’s simply not 

enough likelihood of success to justify the effort. Instead, they are likely to try one of two “cheaper” 

approaches. 

 

1) Brute-Force Attacks Based on Random Path Generation 

The first likely line of attack is a computational approach.  Spammers will recover the challenge image, and 

then use blob detection or edge detection to attempt to discover the location of the image objects on the 

canvas. They would then randomly select two objects and generate fake path data to generate a line between 

those objects. 

There are a few ways we address this. The first is simply by examining the path data and rejecting anything 

that could not have been generated by a human – like a path where all of the points fall on a perfectly straight 

line. 

The second way we address this is by blending the image objects with a background pattern. Here we have to 

balance the need for security with usability: if the background is too “busy” it will be difficult for human users 

to see the image objects superimposed on it. 
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However, if the background pattern has sharp, well-defined edges, even a very subtle pattern will significantly 

confuse any effort to detect edges.  

 

 

Naturally, we can continue to evolve the background patterns to meet new threats as circumstances change. 

We believe that there is the potential to do a lot more to confuse blob detection algorithms without confusing 

human users, and we intend to devote more time to researching this over the coming months. 

The system is designed to allow us to vary the number of image objects used to generate a challenge image.  

The system will randomly allocate between 5 and 8 objects to a challenge canvas, with the average being 7 

objects. 

In the event that spammers are successful in isolating the image objects in a challenge image, this would give 

them a success rate of around 2.5% with a brute force attack using random path generation, (remember that 

the order in which objects are linked is important). However, in the event that we detect a brute force attack, 

we can simply require 2 consecutive successful responses, which lowers the success rate to a statistically 

improbable value of about .063%. 

 

2) Attacks Using Human Crowdsource Workers 

The biggest vulnerability of our semantic Turing test is one that we have in common with all CAPTCHAs: 

human crowdsource workers or “CAPTCHA farms”. 

There is a startling number of enterprises – based mostly in emerging economies – that offer CAPTCHA solving 

services for prices as low as $2.00 per thousand CAPTCHAs solved.  They are surprisingly up-front about 

advertising their somewhat legally dubious services. Some of them have chosen to specialize in targeted 

attacks on certain high-value websites like Craig’s List and Gmail.com. 

These services all work the same way.  They recruit a large number of casual workers in poor countries, and 

then create an API that will “screen-scrape” the CAPTCHA from a targeted website, and then send it via a 

proxy to a waiting crowdsource worker. 

You simply plug their API into your spam script, and voila! You can spam away to your heart’s content. 

Figure 5: images demonstrating how even a very subtle background pattern can help to confuse edge / blob detection. 

http://www.blackhat-seo.com/2009/captcha-farms/
http://www.blackhat-seo.com/2009/captcha-farms/
http://www.captchaking.com/
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In one way, the affected CAPTCHAs haven’t failed at all – they’re designed to be solved by humans, but the 

fact is: if they’re not stopping spam, they’re not working. 

The only effective way to address this problem is by making it uneconomical for spammers to operate 

CAPTCHA farms. 

You’ll recall that I spoke about how localizing Turing tests based on semantic images is complicated by the fact 

that semantic associations are informed by a cultural context; people in Tunisia won’t necessarily intuit the 

same second-order recall associations between objects as people in Norway or the United States. 

For example, the English-speaking peoples of North America, England, and Australia would recognize an 

association between an apple and a serpent in a tree, because they share a common religious heritage and a 

common cultural mythology relating to Adam and Eve.  This association is simply not as obvious to people 

from other cultures. 

Even on a purely functional level, there is enough variation between common household objects in different 

parts of the world to cause confusion.  European kitchen appliances look strange to American eyes, while 

Japanese bathroom fixtures are simply perplexing to westerners. Even product packaging can vary enormously 

from place to place.  An American acquaintance of mine was startled and disturbed to discover that Canadians 

sell milk in plastic bags, since up to that point in his experience the only liquid that came in clear plastic bags 

was blood. 

This creates difficulties when deploying an image-based challenge in international markets, but it also creates 

an opportunity for us to make things harder for spammers. 

The reality of CAPTCHA farms is that they work because you can exploit people in poor countries, and target 

websites trafficked by people from rich countries.  The crowdsource workers used by CAPTCHA farmers 

generally come from places like Pakistan, and parts of China and India.  The websites that are targeted by 

spammers are generally published for consumers in Western Europe and the United States. 

The simple fact that works in favour of CAPTCHA farm operators is that most CAPTCHAs require little in the 

way of literacy or cultural familiarity to solve - you're simply matching up letters on a keyboard. This allows 

them to exploit the cheapest, least educated, and most vulnerable people in developing economies. 

However, we believe that by evolving different image collections and metadata for different markets, we can 

increase the burden of difficulty on CAPTCHA farmers.   

The fact is that while the human race share a lot of common conceptions, there's an equal amount that's 

different. And we can use this to our advantage. A crowdsource worker who has never seen snow would find it 

difficult to solve a challenge that required matching a toque to a toboggan, for example. 

If we evolve separate image collections for different cultural markets, it would mean that in order to target 

spam at consumers in the United States, a CAPTCHA farmer would have to employ workers who not only have 

excellent reading comprehension in English: he would also need to find people with an excellent cultural 

appreciation of that market. There are plenty of people like that in developing economies all over the world, 

but these are generally not the poor, exploitable workers who are willing to work as spam-bots for pennies a 

day. 
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If we make CAPTCHA farming uneconomical for spammers, we will have taken a big step in eliminating the 

practice altogether. This process will take time, but we believe that in the long run, this is the most effective 

approach to permanently addressing the problem. 

 

Unforeseen Consequences 

Naturally, we had some initial difficulty relating to metadata.  We anticipated that the system would 

sometimes generate challenges that weren’t immediately clear to human users.  This meant we would have to 

implement controls on the metadata that our human operators created.  We would also have to create 

adaptive mechanisms to allow the system to “learn” which relationships work and which don’t based on 

human responses to the challenges. 

What we didn’t anticipate was just how quickly the system would evolve to do things that were completely 

unexpected – sometimes with humorous or shocking results. 

For example, at one point during development, someone added a picture of a tube of Astroglide® “personal 

lubricant” to the image collection as a joke, (this was prior to the system being publicly accessible). 

It was with some consternation that we noticed that the system started consistently producing challenges that 

included the Astroglide, and pictures of vegetables like cucumbers and carrots.  The implication was kind of… 

naughty. 

While the results were funny, they demonstrated the importance of setting strict rules for the kind of content 

that was added to collection. 

We were also kind of curious as to why our fledgling AI had suddenly become so perverse. It turns out that it 

was behaving perfectly rationally.  The Astroglide had been added to the system vocabulary as a “personal 

hygiene” product, and as a result it was actually being linked to objects like underarm deodorant and facial 

cleansers. 

(It turns out that nobody got the personal hygiene connection anyway, unless the system happened to select a 

box of tissue as the matching item.) 

What had happened was that the AI had determined that there was a large contextual gap between personal 

care products and produce; so it was happily adding vegetables to the challenges as filler images.  For the sake 

of our sanity, we decided to presume that it was mere statistical aberration that made it focus on long 

vegetables like cucumbers. 

Experiences like this lead to our first two hard-and-fast content rules:  

1) No sexual health or birth control products. 

2) No guns or ammunition. 

However, our biggest surprise was in discovering the emotional impact that certain object relationships would 

have on human users. 
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The Emotional Impact of Semantic Associations 

We quickly discovered that implying connections between objects can provoke an almost instantaneous 

emotional reaction in people.  Some challenges would make people laugh, while others would make them 

indignant or upset.  The speed of the change in emotional temperature was startling – often taking no more 

than 2 or 3 seconds before it was manifest in the user. 

We did a bit of informal focus group testing with challenge images that we designed to be provocative.  For 

example, consider the challenge image in Figure 6: 

The challenge image shows a hunting rifle and a cute baby deer, along with other random objects, including a 

doughnut, a bucket, a violin, and a box of tissues.  The user is directed to find the best match for the hunting 

rifle. 

It was remarkable how quickly people responded emotionally to the challenge image. Our test subjects would 

typically pause for a moment, and then either snort with laughter or become indignant at the implied 

association.  For some people, the very act of drawing a line between the rifle and the fawn seemed to suggest 

an equivalent moral decision to actually shooting a baby deer.  Some subjects refused to complete the 

challenge. 

Our observations actually seemed to support sexual stereotypes, since men were far more likely to laugh, 

while women were more likely to upset by the test.  In some cases, the subject would invent justifications for 

why the fawn should be matched with anything else except the rifle. 

 

  

Figure 6: A challenge image created to test emotional response to semantic associations 
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Naturally, we don’t serve challenges to the public that require them to shoot cute little baby deer. Instead 

we’ve focused on trying to build an initial object library that is as culturally universal and emotionally neutral 

as possible. 

However, we feel that this potentially a very powerful phenomenon, with possible applications in marketing 

and advertising.  People respond to images on a very visceral level, and connecting the ideas they represent 

can convey emotional meaning very quickly.  

We didn’t have the resources to undertake a formal study, but we think that it might be worthwhile 

investigating this phenomenon in a controlled setting with a larger sample group. 

 

Using Semantic Associations as a Tool for Brand Engagement 

Since we need to figure out a way to generate revenues in a market dominated by free services, we looked for 

ways to exploit the high level of emotional and intuitive engagement that semantic challenges stimulate in the 

user. 

One of most obvious applications is to use semantic Turing tests as a platform for brand engagement and 

brand recall. 

On a less than liminal level, humans tend to associate things with labels. This process is called metonymy, and 

it’s an instinct that manufacturers exploit to skew purchasing decisions in favour of their particular product 

offering.   

That’s what a brand is. In some cases, manufacturers succeed so well in creating a brand that actually replaces 

the object it represents in the public consciousness; think of brands like Kleenex®, Q-tips®, Popsicles®, and 

Aspirin®. 

This is the apotheosis of branding. And with certain commodity products this phenomenon can actually 

backfire. Nobody goes to the store to buy “cotton swabs”. They buy “Q-tips®” – even if the label on the box 

says that they’ve actually bought a box of “Mega-Drug Cotton Swabs”.  

As a result, manufacturers who sell household commodities where there is little room for competitive 

differentiation, (think of products like sugar, flour, matches, and hand soap), have to continually remind 

consumers to select their product instead of a competitor.   

For this reason, they have to be very consistent about using distinctive packaging and their trade mark to 

maintain an association in the consumer’s mind between the commodity, and the manufacturer’s particular 

product offering. 

If you’re a large commercial dairy, you need to make sure that when a shopper reaches for a stick of butter 

they choose your butter, and not the competing brand next to it.  Most consumers aren’t going to spend a lot 

of time comparing products when they make a selection. 

Semantic Turing tests require users to make associations between objects, so if you’re requiring a user to 

associate a toothbrush and toothpaste, or a doughnut and a cup of coffee, you can use this as an opportunity 

to attach that association to a particular brand. 
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For example, if you sell “Gleamo” toothpaste, you can create challenges where the user has to match a 

toothbrush to a tube of Gleamo. The process is effective because user has to recognize this association and 

physically draw a line between the toothbrush and the image of the Gleamo-branded toothpaste, (see Fig. 7). 

Figure 7: A semantic Turing test can be used to reinforce a functional association with a brand. 

The associations that you choose to reinforce can be purely functional, or they can be based on a favourable 

outcome or a value proposition. 

As another example, let’s say you sell “Sparkle” brand dish detergent:  you can opt to create brand recall on a 

purely functional basis by creating challenges where the user matches dirty dishes to an image of your product 

package, (see Figure 8). 

However, you can also create brand recall based on a value proposition.  So if your sales slogan is “Sparkle dish 

detergent gives you sparkling, clean dishes”, you can have the system generate challenges that require the 

user to match the product package to an image of sparkling, clean dishes. After all, that’s what the consumer 

wants from their dish detergent. 

 
Figure 8: Brand associations can be purely functional, or based on a value proposition to consumers. 
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This approach has tested very well in informal focus groups. 

The interesting thing about this approach is the fact that the simple act of drawing a line to indicate a match is 

very visceral. As we discovered in our examination of the emotive impact of semantic associations, the act of 

drawing a line seems to users to represent a kind of physical commitment to a discriminatory – or even a 

moral choice. 

We are currently in the process of designing a study to see if we can quantify the effect the line-drawing 

action has in supporting brand recall in comparison to reading text or simply clicking on related objects. 

 

Using Gameplay as a Crowdsource Mechanism 

We have also been examining different approaches to using crowdsource data to populate our database and 

to provide adaptive feedback to the AI. 

The traditional crowdsource model for accomplishing large or complex tasks works, but it's fundamentally 

exploitive. We feel the model is flawed because it depends on enlisting the effort of the most desperate for 

the least remuneration possible. 

As an alternative, we have been experimenting with the development of simple, but entertaining games that 

will accomplish the same kind of tasks - just in a more fun kind of way. It is our hope that by rewarding 

crowdsource workers with entertainment, we can recruit users from a targeted demographic group instead of 

exploiting the lowest bidder. 

As a first prototype, we created a Facebook game called Beat the Bots.  It's a simple race game where players 

try to solve as many VouchSafe challenges as possible within a time limit. 

 
Figure 9: The Beat the Bots Facebook game 

http://apps.facebook.com/beatthebots/
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The game seems simple, but while the users are playing it, they’re providing feedback to the AI about the 

human comprehensibility of the challenges they are solving.  Challenges that are solved quickly and 

consistently are persisted, while challenges that are consistently skipped or failed are deprecated and the 

metadata is updated accordingly. 

Unsurprisingly, people who played Beat the Bots improved consistently as they played. The average time 

taken to solve a VouchSafe challenge is about 6.7 seconds, but as players became familiar with the challenge 

format, their response time improved to the point where some players were completing challenges in as little 

as 1.4 seconds. 

We often saw a corresponding decrease in accuracy, since players would try to infer which objects to link 

without actually reading the instruction string.  For this reason, we’ve been working on designing a new game 

that rewards players for accuracy instead of speed, since we feel that this will provide the AI with better 

intelligence with regard to the comprehensibility of the challenges it generates. 

 

Our Product Implementation 

In late September of 2011, we released a public beta of our Turing test under the name VouchSafe®. 

 

  

Figure 10: The VouchSafe interface: buttons allow the user to request a new challenge, expand the challenge full-screen, 

hear an audio challenge, or request help. 
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To save space in a form layout, the VouchSafe component simply displays a button.  When the user presses 

the button, it displays a challenge image in a simple interface in the center of the screen.  The user simply 

draws a line, and when they release their mouse button, (or remove their finger from a touch-screen 

interface), the interface closes automatically. 

The VouchSafe challenge is presented using HTML5, or if that’s unavailable, it degrades gracefully to AJAX. 

The VouchSafe interface also allows users to request a new challenge, expand the challenge full-screen, switch 

to an audio challenge, or request help. 

The audio version of the VouchSafe challenge is accessible via keyboard shortcuts, (<ALT> tags in the HTML 

code will prompt the visually impaired as to which keys to press), and it also includes a visual component so it 

can be used by persons who are motor-impaired or who have difficulty using a mouse or pointing device. 

Figure 11: the VouchSafe audio challenge also presents a visual component for users who are sighted but have difficulty 

using a mouse or pointing device. 

The audio challenges have been designed to use as little obfuscation as possible while still being secure. We 

have filed a patent application for a new implementation of the audio challenge that will require no 

obfuscation at all. 

We have also invested considerable effort in ensuring that VouchSafe works well on virtually all touch-screen 

smart phones and tablet computers.   
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Real-World Results: What We Have Observed 

As a business venture, the VouchSafe product has not been successful yet.  We only have a few hundred users, 

and no revenues.  Since we’re self-funded, and bootstrapping the development of this product with our own 

resources, we have had virtually no press coverage, and no money for marketing.  

We have made plug-ins available for several popular CMS packages, including WordPress, Joomla, and Drupal, 

and have done what we can to promote our offering by word-of-mouth. 

At the time of writing, we have about 200 registered users. However, we had to remove the registration 

requirement from our product because we discovered that we lost a lot of our initial WordPress users to the 

complexity of registering and configuring API key sets. 

Small website owners with a plug-in can use the VouchSafe service without registering for an API key set – 

they just can’t customize the way the plug-in component is displayed on their website. 

Because of the small sample group, it’s difficult to make authoritative generalizations from the data we have 

collected.  However, we have noticed some trends: 

 

1) Users complete VouchSafe Challenges Very Quickly 

On average, users take significantly less time to complete a VouchSafe challenge than a standard reCaptcha 

challenge.  VouchSafe users average 6.7 seconds to complete a VouchSafe challenge as opposed to the 11 to 

14 seconds typically taken to solve a standard CAPTCHA. 

This is a clear win on the usability front.  We feel that we have effectively demonstrated that we can improve 

the user experience and mitigate the “bottleneck effect” that CAPTCHAs can have when implemented as part 

of a business process. 

 

2) Our Correct Attempts Ratio is Still Lower Than it Should Be 

The SEMAGE study listed “correct attempts ratio” values of 0.91 and 0.94 for SEMAGE and reCaptcha 

respectively. 

We have some doubts as to whether the correct attempts ratio published last year for reCaptcha would still be 

true today for all of the websites that use it, given the fact that reCaptcha has gone through several iterations 

of changes over the past year and actually implements multiple obfuscation algorithms concurrently 

depending on the security requirements of the websites where it resides.  

However we still consider the recorded value of 0.94 a useful benchmark to shoot for. 

So were very disappointed when we first started using an AI to generate challenges and found that by doing so 

we reduced an already poor correct attempts ratio of 0.76 to an abysmal value of 0.72.   

By implementing changes to the challenge generation algorithms and editing the metadata rules we have 

been able to increase the correct attempts ratio to 0.81. 



Page 36 of 39  

There’s still a lot of room for improvement.  By adding adaptive mechanisms to the AI, we should be able to 

train the system to generate challenges that are less ambiguous.   

We also feel that increasing the effective “vocabulary” of the system by adding more images and more 

content will contribute to disambiguation, since it will allow us to increase the contextual distance between 

the key objects that form the solution to the challenge, and the fill objects.  

We also feel that the intrinsic nature of VouchSafe challenges will ultimately make it impossible to completely 

close the gap with text-based challenges in terms of the accuracy of human responses: the challenges are 

playful and invite users to interact with them quickly and intuitively. 

This means that humans, being human, will often ignore the written directions and simply try to interact with 

the challenges based on the first relationship they discover. 

For example, one of the most common errors people make is reversing the order of the key object, (the object 

named in the instructions), and the corresponding, or target object. Users tend to see the relationship and 

draw a line before reading the instructions. 

The directionality of the relationship is important for security, since it reduces the likelihood of a brute-force 

attack succeeding from 15% to 2.5%.  However, we have been considering the idea of allowing individual site 

operators to disable that requirement if they feel that the security risk is low. 

 

3) Security Performance has Been Good 

At the time of writing, VouchSafe has a perfect record in terms of security.  No one has successfully bypassed 

or hacked a VouchSafe challenge. 

Of course, that doesn’t necessarily mean much yet.  Until VouchSafe is actually in place protecting big 

websites that spammers or fraudsters really want to hack, no one is going to spend a lot of money or effort in 

trying to attack it. 

Nevertheless, it seems that spammers at least find VouchSafe interesting.  We have actually had more attacks 

on our technology than we have subscribers.  It’s hard to tell how many attackers are involved. Most of the 

attacks have simply been run-of-the mill attempts to hack the server instances.  We’ve also had to deal with 

the usual yahoos who pull apart your API and then try blasting random crap through all the interfaces to see if 

they can spoof or break anything. 

We have no real way of knowing whether or not our experience is atypical for a start-up, but we were 

surprised at the amount of activity given the small size of our subscriber base. It may just be that declaring you 

want to stop spam is the cyberspace equivalent of a planting a giant “kick me” sign on your backside. 

We learned from “black hat” sources that some effort had gone into creating a screen-scrape platform to 

allow CAPTCHA farms to solve VouchSafe challenges, but the project was abandoned due to technical 

difficulties. (There are more wrinkles involved in solving a VouchSafe challenge via a proxy attack than a 

standard CAPTCHA, but it’s by no means impossible). 

So far we haven’t had to deal with a serious attack by anyone who is really expert.  Long may it last. 
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We’re pretty confident that VouchSafe will hold up well under pressure.  However, we simply don’t have the 

ubiquity or the subscriber base yet to able to prove that in the field.  

 

4) Small Image Collections Yield Very Large Numbers of Challenges 

In spite of the difficulty and complexity involved in trying to build a system that explores different kinds of 

semantic relationships between objects, we feel that we’re on to something – if for no other reason than the 

tremendous yield of unique challenges you can create with a relatively small object vocabulary.  For example, 

with an initial population of 400 objects, we were able to generate a challenge pool of over 13,000 unique 

challenges – not counting variations in the placement of objects on the challenge canvas. 

When you consider the fact that every one of those 13,000-plus challenges would yield thousands of 

variations based on the location, scale, and rotation of the individual image objects, the results are startling. 

We haven’t yet figured out a good way to calculate how the potential challenge population grows with the 

vocabulary of the system, but it’s definitely not linear.  We will probably eventually be able derive a function 

from statistical analysis. 

The fact is that the system grows in complexity very, very quickly.  We’re just starting to come to terms with 

what all of the consequences of this will be.  It’s certainly a very good indicator for security. 

 

5) People Seem to Like Interacting with VouchSafe Challenges 

There’s a playful quality to VouchSafe challenges.  It’s really interesting to watch someone encounter the 

technology for the first time.  Many users report that it’s like playing a game.  It’s certainly true that users who 

try the demo spend on average over a full minute playing with the demo and solving multiple challenges. 

We think that this level of engagement is exciting, and could conceivably be very valuable if we could figure 

out an effective way to employ it.  

Naturally we’re looking at the potential of using VouchSafe as a means of creating engagement with consumer 

brands, but we feel that there might be potential for something else.  We just haven’t discovered it yet.  

 

Conclusion 

We still have a great deal of work to do with VouchSafe.  We need to continue to evolve and perfect the AI 

that the system uses to generate challenges, and perhaps even more importantly, we need to continue to 

grow the system’s vocabulary of image objects. 

We still have some development to do with regard to localization, and we need to design systems to help 

grow divergent image collections and image associations in different market regions.  We have done some 

early research into using gameplay as a mechanism for collecting data from human interactions, but we have 

considerably more work ahead of us. 
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It seems like every time we turn around we encounter something interesting that we would like to investigate, 

but we’re a small business: we don’t have the expertise or the resources to do the research that we would like 

to do. 

Since we have launched VouchSafe as a product, we have had to abandon some of the research we would like 

to do in order to focus on use support, stability, and handling issues related to managing a data system that is 

distributed over multiple instances in the cloud. 

We’re a small, self-funded business, and we don’t have a lot of resources, so it’s unlikely that we’ll be able 

make much headway in penetrating Google’s hyper-dominance of the CAPTCHA market.   

It doesn’t matter.  I think that what we’ve done is important.  We’ve demonstrated the viability of using 

semantic associations to generate a very effective new kind of Turing test; and quite by accident, I believe that 

we’ve discovered a very powerful mechanism for evoking emotional response. 

We know that perceptual challenges must inevitably fail to work as a Turing test at some point.  What the 

industry is doing now with CAPTCHAs is betting against technology improving in an area where it already is 

already performing well.  There’s no future in it. Unless we change our approach,we’re going to lose. 

We know that we will eventually cross a frontier where machines become better at solving perceptual 

challenges than humans are. At that point reCaptcha and virtually every other CAPTCHA will simply stop 

working and will have to be replaced with something else. 

When that will happen and what we’ll end up replacing CAPTCHAs with I don’t know.  However, I’m an 

entrepreneur, and I’m betting that there will be an opportunity for VouchSafe or something like it. 

I wrote earlier that I didn’t believe in artificial consciousness, and that a computer is no more likely to become 

a living being than a microwave oven or an automobile.  That doesn’t mean that software and systems aren’t 

getting smarter.  

If nothing else, we need to really examine our assumptions about Turing tests, and start making them smarter. 

We need to start assessing intelligence instead of squiggly line perception. 

If we fail to do this, then the spammers have already won. 
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